District of Columbia

Growth Model Proposal

The District of Columbia implemented new standards-based assessments in reading and mathematics in 2005-2006.  Standard-setting for the new assessments was completed in July 2006. In fall 2007, the state assessment system’s classification was raised to “approval expected” pending final approval of the technical report for the state alternative assessment. The DC CAS-Alternative Technical Report was submitted in January 2008. Technical reports for the general assessment were completed for both 2006 and 2007. Convergent validity and external alignment studies were successfully completed in 2006-2007. 

The District of Columbia data tracking systems have a unique history resulting, in part, from the District’s ability to closely monitor enrollment and achievement data. Because of the District’s size, on-site internal and external enrollment audits of all public schools have been conducted each October for the last six years. The audits physically track the enrollment of every student enrolled in the DC public schools. In addition, external observers monitor the state assessment reading and mathematics administrations in every public school in the District each spring.

As a result, the District is uniquely able to ensure the accuracy of student achievement data across years. As a result, longitudinal achievement data from the District were used in some of the earliest large-scale studies of growth and value-added studies including those by the New American Schools in 2002-2003. 

In the fiscal year 2008 budget, the District of Columbia invested $3 million to create an integrated state-wide longitudinal data warehouse. Overall, this investment is $19 million over five years in addition to a three year $5.7 million grant from the US Department of Education (see Appendix A). 
Growth models will be particularly valuable in the District of Columbia where the majority of students historically have scored below proficiency; where many students are also are scoring well below the proficiency cut scores; and where many students score at the below basic level of achievement.

U.S. Department of Education

Seven Core Principles
Core Principle 1: 100% Proficiency by 2014 and Incorporating Decisions about Student Growth into School Accountability

“The accountability model must ensure that all students are proficient by 2013-14 and set annual goals to ensure that the achievement gap is closing for all groups of students.” 
1.1   How does the State accountability model hold schools accountable for universal proficiency by 2013-14? 

The state will maintain the Annual Measureable Objectives (AMO) and intermediate steps that were approved in the August 2006 revision of the State Accountability Plan resulting in the goal of universal proficiency in 2013-14.  These objectives apply to the state, LEAs, and schools.  The current status model and safe harbor determinations will be applied first in all cases. The growth model determinations will apply after these determinations are applied.

The growth trajectory will be linked to the annual “status” targets so that by 2014 all students will either at the proficient or advanced levels or be on a trajectory toward proficiency.  It is estimated that the number of schools achieving Adequate Yearly Progress (AYP) based only on the growth model calculations will be 5 percent fewer than the number currently current identified.  Since the state does not assess students below grade 3 or at grade 9, the trajectory calculations would be applied to grades 4-8 with grade 10 proficiency used for determining AYP at grade 10.  

1.2   Has the State proposed technically and educationally sound criteria for “growth targets” for schools and subgroups?

The DC model is based only on student achievement scores. Demographic variable are not used. The proposed model is based on students’ earliest score in the state. The expected growth for each grade is illustrated in Table 1.

Table 1.
Grades Used For Trajectory and Expected Gap Percentage for Each Year

	Earliest Grade Level 
	Test Grade Used for Baseline
	Test Used For Proficiency Target
	Percent Of Difference Closed Per Step
	Years of Steps
	Steps To Proficiency

	3
	3
	6
	33%
	4,5,6
	3

	4
	4
	7
	33%
	5,6,7
	3

	5
	5
	8
	33%
	6,7,8
	3

	6 
	6 
	10
	25%
	7,8,10
	4

	7
	7
	10
	33%
	8,10
	3

	8
	8
	10
	100%
	10
	1


The goal for setting the target was to provide sufficient time for students to make progress toward the goal while establishing consistent steps across grade levels to the degree possible. To establish accountability at the school level, trajectories are set at the elementary and secondary levels. For example, for a student who was enrolled in the state from grade 3 through grade 5 (or grade 6) to achieve the growth target at the end of fourth grade, the student’s scaled score must reduce the gap between his grade 3 scaled score and the grade 6 target by 33%. Similarly, for the same student, in 5th grade the student’s score must reduce the gap between his grade 3 baseline and the grade 6 target by 66%. In other words, the student’s “trajectory must be on pace to achieve proficiency by grade 6 (in this example).

The trajectories are set individually by student and for reading or mathematics based on the baseline scaled scores and the proficiency cut score for reading and mathematics separately. Students “on trajectory” would then be added to the number of students proficient in determining if a school, LEA, or the state has met its AMO for all the group(s) to which the student is a member. 

The only “reset” would occur at the school level. At the district and state level, no resets are proposed. The only reset of the student trajectory targets would occur when students transition from elementary to secondary schools. In particular, when a student leaves an elementary school (e.g., grades prekindergarten through grade 5 or grade 6) and enters a middle school or junior high schools). 

Participation rates are not included in the growth model determinations. As in the status model, if a group misses one of the participation targets they cannot achieve AYP regardless of growth. Similarly, as in the status model, the subgroup size and AMO targets are the same for each subgroup. Therefore, again, the DC growth model proposal is consistent with the original goal of NCLB – closing achievement gaps between groups. The DC growth model calculations also do not include confidence intervals.  

1.3   Has the State proposed a technically and educationally sound method of making annual judgments about school performance using growth?

The District of Columbia method only uses achievement variables including past performance and future proficiency targets. It does not use student demographic or background characteristics to produce predicted scores. This approach is straightforward and easy to communicate and understand. It also has closer fidelity to the goal of 100% proficiency by 2013-2014 than regression approaches that might give “credit” to schools that are not on a trajectory to this goal. 
In DC AMO’s were determined using the method prescribed in the NCLB legislation and subsequent regulations.  Using stakeholder input, the decision was made to have two-year increases in proficiency goals on the way to universal (100%) proficiency.  The growth proposal takes a similar approach by aligning the growth targets to the established proficiency goals (i.e., cut scores).  Each year, schools will be required to grow at a rate that would at least equal the trajectory to reach 100% proficiency by 2013-2014. 

The growth model determinations will only come into effect after a school is determined to have not met the AMO target using the required status model. As noted above, the number of students making the necessary gains to be on a trajectory to proficiency (within the time periods outlined in Table 1) will be added to the number of students achieving proficiency using the status model. 

State, district, and school AYP determinations would, under the proposed method, first follow all rules currently employed under District of Columbia’s accountability plan.  The use of the growth model determinations will be used as a final control to ensure a decrease in false negatives (e.g., schools on a trajectory to proficiency that do not achieve safe harbor).  
1.4   Does the State proposed growth model include a relationship between consequences and rate of student growth consistent with Section 1116 of ESEA?
The consequences required under NCLB and outlined in the State Accountability Plans in relation to achieving AYP would be unchanged by the implementation of the “status plus (growth model)” approach outlined in this proposal. Schools in the District that fail to achieve any of the AYP targets (including participation or proficiency) in one subject two consecutive years will be classified as “in need improvement.”  For schools that continue to not achieve AYP in subsequent years, the consequences would progress each year that they do not meet any target in the same subject. Conversely, schools would move out of the improvement status at such a time as they achieve the targets for two consecutive years. 
The proposed model would, however, provide another quality check to reduce the number of schools “falsely” identified (i.e., schools that are progressing on a trajectory toward proficiency. 

Core Principle 2: Establishing Appropriate Growth Targets at the Student Level

“The accountability model must establish high expectations for low-achieving students, while not setting expectations for annual achievement based upon student demographic characteristics or school characteristics.” 

2.1   Has the State proposed a technically and educationally sound method of depicting annual student growth in relation to growth targets?

The District of Columbia’s approach is similar to that used by other states (e.g., North Carolina). Using a vertical scale, proficiency cut scores are identified for all grades and subjects. The trajectory targets are established for each grade level based on the grade that a student enters a school and the target grade (and associated target proficiency score). As illustrated in Table 1, the expected annual growth targets are calculated by dividing the difference between a student’s baseline scaled score and the ending scaled-score target (cut score) by the number of steps. A student is “on trajectory” if his actual score is at or above the target a given year. Using this approach all students would be categorized as either “on” or “off” trajectory for each year. 

If a student does not have the necessary pretest scores, or if the student participates in the alternate assessment that are not on the growth scale, his contribution toward a group’s AYP status is based solely on his status score (i.e., proficient or not proficient) their participation is limited to their absolute status. Proficient students are not included in growth trajectories for AYP purposes. In this sense, the model is referred to as a “status-plus” model. However, for reporting purposes, the percentage of all students (including proficient students) achieving the growth targets will be reported. 

The District of Columbia methodology is outlined in more detail in Appendix B.
Core Principle 3: Accountability for Reading/Language Arts and Mathematics Separately

“The accountability model must produce separate accountability decisions about student achievement in reading/language arts and in mathematics.” 

3.1   Has the State proposed a technically and educationally sound method of holding schools accountable for student growth separately in reading/language arts and mathematics?

As with status calculations, separate growth determinations would be completed for reading and mathematics. Although schools with high mobility would likely have relatively fewer students with pretest scores (in the current school), these students are still counted in the model in relation to their status model performance if they are enrolled for a full academic year. 

Core Principle 4: Inclusion of All Students

“The accountability model must ensure that all students in the tested grades are included in the assessment and accountability system. Schools and districts must be held accountable for the performance of student subgroups. The accountability model, applied statewide, must include all schools and districts.” 

4.1   Does the State’s growth model proposal address the inclusion of all students, subgroups and schools appropriately?

The growth model, participation, status, and safer harbor determinations would be calculated independent. As in the status model, all groups would be required to the 95% participation rate.  If a group that meets the minimum group size does not achieve the 95% participation rate criteria, the group would not achieve AYP regardless of the status or growth model determinations. 

Core Principle 5:  State Assessment System and Methodology

“The State's NCLB assessment system, the basis for the accountability model, must include annual assessments in each of grades three through eight and high school in both reading/language arts and mathematics, must have been operational for more than one year, and must receive approval through the NCLB peer review process for the 2005-06 school year. The assessment system must also produce comparable results from grade to grade and year to year.”

5.1   Has the State designed and implemented a statewide assessment system that measures all students annually in grades 3-8 and one high school grade in reading and mathematics in accordance with NCLB requirements for 2005-06, and have the annual assessments been in place since the 2004-05 school year?
The District of Columbia implemented new standards-based assessments in reading and mathematics in 2006-2007.  Standard-setting for the new assessments was completed in July 2006. In fall 2007, the state assessment system’s classification was raised to “approval expected” pending final approval of the technical report for the state alternative assessment. The DC CAS-Alternative Technical Report was submitted in January 2008. Technical reports for the general assessment were completed for both 2006 and 2007. Convergent validity and external alignment studies were successfully completed in 2006-2007. 
The state accountability system includes all students in grades 3-8 and 10. The status and safe harbor systems required by NCLB and presented in the State Accountability Plan will continue to apply to all students in grades 3-8 and 10. The proposed growth model is an add-on or status-plus model would apply to students in grades 4-8 as presented in Table 1. 

5.2   How will the State report individual student growth to parents?

The state does not currently plan to report individual student growth scores to parents.  This decision is based on the belief that communications concerning individual student scores should be transparent and clear and easily communicated. This goal is best achieved by reporting only the developmental scale, achievement level and achievement level descriptors.  

However, the state will include the AYP group level growth results as part of the public AYP reporting.  It is important to note that the percentage reported as meeting the growth targets will not be used to make AYP determinations since this population would include both proficient and non-proficient students (e.g., some high-performing students may not achieve growth in any given year). Public reporting will provide important information for parents, teachers, and other stakeholders about instructional effectiveness. 

5.3   Does the Statewide assessment system produce comparable information on each student as he/she moves from one grade level to the next? 

The state assessment system includes vertical scaling to permit the calculation of growth measures relative to the proficiency goals.  

5.4   Is the Statewide assessment system stable in its design?

Yes.  The District of Columbia implemented new standards-based assessments in reading and mathematics in 2005-2006.  Standard-setting for the new assessments was completed in July 2006. In fall 2007, the state assessment system’s classification was raised to “approval expected” pending final approval of the technical report for the state alternative assessment and full approval is expected in spring 2008. 
Core Principle 6:  Tracking Student Progress

“The accountability model and related State data system must track student progress.” 

6.1   Has the State designed and implemented a technically and educationally sound system for accurately matching student data from one year to the next?

District of Columbia data tracking systems have a unique history resulting, in part, from the District’s ability to closely monitor enrollment and achievement data. Because of the District’s size, on-site internal and external enrollment audits of all public schools have been conducted each October for the last several years. The audits physically track the enrollment of every student enrolled in the DC public schools. In addition, external observers monitor the state assessment reading and mathematics administrations in every public school in the District each spring.

As a result, the District is uniquely able to ensure the accuracy of student achievement data across years. As a result, longitudinal achievement data from the District were used in some of the earliest large-scale studies of growth and value-added studies including those by the New American Schools in 2002-2003. 

In the fiscal year 2008 budget, the District of Columbia invested $3 million to create an integrated state-wide longitudinal data warehouse. Overall, this investment is $19 million over five years in addition to a three year $5.7 million grant from the US Department of Education (see Appendix A).

6.2   Does the State data infrastructure have the capacity to implement the proposed growth model? 

The District of Columbia’s enrollment audits, onsite monitoring, and assessment data quality controls have a long history and are unique in that the District is able to resolve data conflicts to the student transcript level as needed. While the LEAs play a key role in the audit process, because of the state small size the state is able to conduct direct audits of LEA enrollment and assessment data. 
In addition, in January 2008 the state issued a Request for Proposals to obtain a contract to build an integrated state data warehouse to bring all the existing data under one comprehensive system.

Core Principle #7:  Participation Rates and Additional Academic Indicator
The accountability model must include student participation rates in the State's assessment system and student achievement on an additional academic indicator. 
7.1   Has the State designed and implemented a statewide accountability system that incorporates the rate of participation as one of the criteria? 

Yes, the state will continue to hold the state, districts, and schools independently accountable for the NCLB mandated 95% participation rate. 
7.2   Does the proposed State growth accountability model incorporate the additional academic indicator? 
Yes, the state will continue to hold the state, districts, and schools independently accountable for the NCLB mandated other academic indicator – graduation rate for high schools and attendance for all other schools.   
Appendix A

In the fiscal year 2008 budget, the District of Columbia invested $3 million to create an integrated state-wide longitudinal data warehouse. Overall, this investment is $19 million over five years in addition to a three year $5.7 million grant from the US Department of Education.  The first step toward this end was to create a new state quality control system for reviewing, cleaning, and maintaining student records including achievement and demographic data for all students in the District. Phase I has been completed and includes a process for ensuring the integrity of students’ individual identifiers or unique student identifiers (USI). This process eliminates any duplicate records or incorrect IDs in the public charter school system (OLAMS) and the District of Columbia Public School (DCPS) student information system. The target for the new system is for the USI process to ensure a unique identifier with greater than 98% accuracy. 

Tracking Achievement

Management Plan for the Interim USI Process:


December 2007 – March 2008

Phase I (October-December 2007) of the USI Team’s strategy consisted of designing an Interim Process that would analyze DCPS and PCS enrollment data on a monthly basis.  This process led to data analysis that was included in Superintendent Gist’s testimony to Council on December 4th, and posted on the OSSE website (http://osse.dc.gov/seo/frames.asp?doc=/seo/lib/seo/information/education_data/research_data/osse_website_data_slides120307.pdf). 

Phase II (December 2007-March 2008) of the USI Team’s strategy is articulated below:

Phase II includes completion of OSSE staffing and the production of monthly data extracts of all K-12 students to support data requirements of the Interim USI Process from both DC STARS and OLAMS. 

Centralize USI Process for Charter Schools

In the past, the PCS process to generate IDs for their students was time consuming and prone to error. In the past, all PCS Schools had to use DC STARS to locate or generate a student ID and then manually enter that ID in their local SIS and/or OLAMS. This manual “double-entry” of the ID creates a significant data integrity problem. This issue has been addressed by centralizing the creation and assignment of DC STARS IDs for all PCS Schools.

Modified Charter School USI Process

Rather than accessing DC STARS to retrieve or generate a student ID during enrollment, PCS Schools submit their enrollment roster to OLAMS with a blank ID. The USI Team then receives the OLAMS data extract and identify any students that require an ID. An automated process provides advanced record matching capabilities to identify an existing student ID or flag the record as new. A new ID is generated if needed and an ID file is created and distributed for automated import into OLAMS. This process is similar to the majority of state USI implementations across the United States.

By March 2008, all PCS USI will be created by the USI Team.  Similarly, all DC STARS USI will be monitored by the USI Team. Incoming students will be identified in the monthly OLAMS download and analyzed by the USI Team for previously existing ID or for a new ID to be assigned.

Data Analysis Component – Resource Allocation

Now that the USI Team has initiated a process to support accurate and valid USI throughout the DC public school systems, data mining resources will be called upon to process data requests. A state policy has been developed to outline the parameters in which the USI Team will provide data for analysis by outside agencies, or will complete the analysis internally, or will be posted on the OSSE website.

Dispute Resolution Process

The USI Team identifies ID anomalies and reports back to DCPS and PCSB representatives.  The Team monitors changes in the data through the monthly database extracts. A dispute resolution process is being developed. 

The USI Team will work with the OSSE to modify the Enrollment Audit Contract Option Year Two (June 1, 2008-May 31, 2009) to include a sampling audit of inaccurate student information, residency requirements, special education (IEP) hours and English Language Learner (ELL) levels.

Training and Support

In an effort to minimize data errors and problems prior to entry in the system, the USI Team has increased the resources available for training and support. These resources will better serve the users and provide feedback to users in the form of the data anomaly reports.

To further assist schools, OSSE has created an USI Help Desk or Hotline.

Appendix B

Growth Model

The growth trajectory will be linked to the annual “status” targets so that by 2014 all students will either at the proficient or advanced levels or be on a trajectory toward proficiency.  Since the state does not assess students below grade 3 or at grade 9, the trajectory calculations would be applied to grades 4-8 with grade 10 proficiency used for determining AYP at grade 10.  
Simulated data are presented in the tables below to present the model. Tables 2 and 3 present simulated scaled score means and standard deviations by grade.

Table 2. 
Simulated Standard Setting Data – Reading

Means and Standard Deviations

	 
	Standard Setting Year
	Scale Score Mean
	Standard Deviation

	Grade 3
	2006
	245
	9.1

	Grade 4
	2006
	250
	8.5

	Grade 5
	2006
	255
	8.5

	Grade 6
	2006
	258
	8.5

	Grade 7
	2006
	261
	9.1

	Grade 8
	2006
	264
	9.2

	Grade 10
	2006
	270
	10.5


Table 2. Simulated Standard Setting Data – Mathematics

Means and Standard Deviations

	 
	Standard Setting Year
	Scale Score Mean
	Standard Deviation

	Mathematics
	
	
	

	Grade 3
	2006
	248
	8.1

	Grade 4
	2006
	254
	8.2

	Grade 5
	2006
	259
	9.5

	Grade 6
	2006
	262
	9.9

	Grade 7
	2006
	266
	9.9

	Grade 8
	2006
	271
	10.1

	Grade 10
	2006
	277
	10.5


The goal for setting the target was to provide sufficient time for students to make progress toward the goal while establishing consistent steps across grade levels to the degree possible. For example, for a student who was enrolled in the same school from grade 3 through grade 5 (or grade 6) to achieve the growth target at the end of fourth grade, the student’s scaled score must reduce the gap between his grade 3 scaled score and the grade 6 target by 33%. Similarly, for the same student, in 5th grade the student’s score must reduce the gap between his grade 3 baseline and the grade 6 target by 66%. In other words, in this example, the student’s “trajectory must be on pace to achieve proficiency by grade 6.
The simulated reading and mathematics proficiency cut scores for grades 3-8 and 10 are presented in Table 4 and Table 6, respectively.

Table 4. Simulated Performance Level Cut Scores by Grade – Reading

	
	Grade 3
	Grade 4
	Grade 5
	Grade 6
	Grade 7
	Grade 8
	Grade 10

	Advanced
	265
	270
	275
	278
	281
	284
	290

	Proficient
	255
	260
	265
	268
	271
	274
	280

	Basic
	235
	240
	245
	248
	251
	254
	260

	Below Basic
	225
	230
	235
	238
	241
	244
	250

	Mean
	245
	250
	255
	258
	261
	264
	270


Table 5. Simulated Performance Level Cut Scores by Grade – Mathematics

	
	Grade 3
	Grade 4
	Grade 5
	Grade 6
	Grade 7
	Grade 8
	Grade 10

	Advanced
	268
	274
	279
	282
	286
	291
	297

	Proficient
	258
	264
	269
	272
	276
	281
	287

	Basic
	238
	244
	249
	252
	256
	261
	267

	Below Basic
	228
	234
	239
	242
	246
	251
	257

	Mean
	248
	254
	259
	262
	266
	271
	277


The trajectories are set individually by student based on the baseline scaled scores and the proficiency cut score.  The trajectories are set separately for reading and mathematics. Students “on trajectory” would then be added to the number of students proficient in determining if a school, LEA, or the state has met its AMO for all the group(s) to which the student is a member

The example presented in Figure 1 illustrates how the model would be implemented for a student who enters that state in grade 3. The graph shows both the trajectory for the proficiency cut scores, “Proficiency Trajectory,” and the “Student Trajectory” for a student who scores below the proficiency cut score at grade 3 and must accelerate in grades 4-6 in order to achieve the target scale score at grade 6.

Figure 1.  Example – Student Entering State at Grade 3

Student Trajectory to Proficiency by Grade 6
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Similarly, the example presented in Figure 2 shows how the model would be implemented for a student who enters the state in grade 6. The graph shows the trajectory for the proficiency cut scores, “Proficiency Trajectory,” and the “Student Trajectory” for a student who scores below the proficiency cut score at grade 6 and must accelerate in grades 7-8 in order to achieve the target scale scores on a trajectory to proficiency at grade 10. 

Figure 2.  Example – Student Entering State at Grade 6

Student Trajectory to Proficiency by Grade 10
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Appendix C

Vertical Scaling

Vertical scaling is a powerful tool to measure student growth from one year to the next. This approach to test development is important because it allows a school to track the progress of students over time. A vertical scale permits educators to interpret the improvement in student scores from one test administration to the next as evidence of student growth in the DC-CAS proficiency skills across grade. 

The state is using an IRT approach to establishing a common vertical scale for the DC-CAS. With vertical scales, students’ original scale scores can be subtracted from their scores in subsequent years, yielding a measure of growth from one grade level to the next. 
The common vertical scale does not assume that students in a higher grade level will have greater proficiency than those at lower grade level spans. Vertical scaling provides a technology for linking test forms built for students of different achievement levels to a single underlying scale score metric. A vertical scale allows for comparison of individuals and groups of students within grades and permits the monitoring of student performance from grade to grade. 

The DC-CAS scaling uses a common-examinees design where all students received an on-level test and students also take items from the test below. A concurrent calibration method that assumes separate ability distributions within a given level has been chosen for the scale linking. This method estimates the mean and standard deviation of the ability distribution for each grade span along with the item parameters for all items across all levels. CTB/McGraw-Hill’s proprietary software PARDUX (Burket, 2002b) will be used. It utilizes a Marginal Maximum Likelihood procedure for item parameter estimation and a Maximum Likelihood procedure for person parameter estimation. Grade 6 will be assumed to have a mean of zero and standard deviation of one in order for the model to be identified. The concurrent calibration allows the estimation of item parameters with higher precision for items taken by common examinees while maintaining unidimensionality within a level. A comparison vertical scaling methods (Karkee, Wang, Green, & Patz, 2006) and vertical scaling in common item designs (Karkee, Lewis, Hoskens, Yao, & Haug, 2003) showed that the concurrent method provides similar or in many circumstances better item parameter estimates and scaling results in terms of standard error of measurements, level-to-level growth, level-to-level variability, and separation of scores across grade levels.
DC-CAS Scaling and Equating Procedures
CTB used item response theory
 techniques to calibrate, scale, and place the DC-CAS Reading and Mathematics tests onto a newly created 2006 base year scale to assure comparability of scores from form/edition to form/edition. In 2007 and 2008, anchor sets that link back to the 2006 base scale will be used to complete a Stoking and Lord equating which will maintain the 2006 DC-CAS scale.

Because the test forms were spiraled within classrooms, the groups of students who took the different forms can be considered randomly equivalent. Using the anchor items (i.e., items common to all forms), student item response data from alternate test forms were calibrated together. All items across all test forms converged during item calibration. After the 2007 items are calibrated using PARDUX, the scale of 2007 items was transformed to the 2006 scale using anchor items. The procedure used was based on the Stocking and Lord (1983) procedure for multiple choice items, and the Stocking and Lord extension for open ended items. To check the stability of anchor items, the a comparison of the item parameters from the 2006 estimation and the new 2007 estimation will be compared to check alignment.  

Item Response Theory Modeling
A marginal maximum likelihood procedure was used to simultaneously estimate the item parameters under the three-parameter logistic model (3PL, used for multiple-choice items) and the two-parameter partial credit model (2PPC, used for constructed response items) (Bock & Aitkin, 1981; Thissen, 1982, 1986). These models were implemented using the microcomputer program PARDUX (Burket, 1995). All scales were also run in Parscale (Muraki & Bock, 1991) as verification of the Pardux runs. 

Under the 3PL model, the probability that a student with trait or scale score
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 responds correctly to multiple-choice item j is
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In equation (1), 

 is the item discrimination, 

 is the item difficulty, and 

 is the probability of a correct response by a very low-scoring student.  The 2PPC model holds that the probability that a student with trait or scale score 
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where 
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The summary output is in two different metrics, corresponding to the two item response models (3PL and 2PPC). The location and discrimination parameters for the multiple-choice items are in the traditional 3PL metric, and are labeled b and a, respectively. In the 2PPC model, f (alpha) and g (gamma) are analogous to b and a, where alpha is the discrimination parameter and gamma over alpha (g/f) is the location where adjacent trace lines cross on the ability scale. Because of the different metrics used, the 3PL (multiple-choice) parameters b and a are not directly comparable to the 2PPC parameters f and g, however they can be converted to a common metric. The two metrics are related by b = g/f and a = f / 1.7 (Burket, 1993). As a result of this procedure, the MC and CR items are placed on the DC-CAS scale.  Note that for the 2PPC model there are mj  - 1 (where mj is a score level j) independent g’s and one f, for a total of mj independent parameters estimated for each item while there is one a and one b per item in the 3PL model.

Goodness-of-Fit:  Goodness-of-fit statistics were computed for each item to examine how closely the item’s data conform to the item response models.  A procedure described by Yen (1981) was used to measure fit.  In this procedure, students are rank ordered on the basis of their 

 values and sorted into ten cells with ten percent of the sample in each cell.  Each item j in each decile i has a response from Nij examinees.  The fitted IRT models are used to calculate an expected proportion Eijk of examinees who respond to item j in category k.  The observed proportion Oijk is also tabulated for each decile, and the approximate chi-square statistic 






 should be approximately chi-square distributed with degrees of freedom (DF) equal to the number of “independent” cells, 10(mj-1), minus the number of estimated parameters.  For the 3PL model mj =2, so 

.  For the 2PPC model, 
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 is transformed, yielding the test statistic



.

This statistic is useful for flagging items that fit relatively poorly.  Zj is sensitive to sample size, and cutoff values for flagging an item based on Zj have been developed and were used to identify items for the item review.  The cut-off value is (N/1500 x 4) for a given test, where N is the sample size. 

Model fit information is obtained from the Z-statistic. The Z-statistic is a transformation of the chi-square (Q1) statistic that takes into account differing numbers of score levels as well as sample size:    



, where j = item j.

The Z statistic is an index of the degree to which obtained proportions of students with each item score are close to the proportions that would be predicted by the estimated thetas and item parameters. These values are computed for ten intervals corresponding to deciles of the theta distribution (Burket, 1991). The Z statistic is used to characterize item fit. The critical value of Z is different for each grade because it is dependent on sample size.

Constructing the 2007 and 2008 DC-CAS Forms
Final Forms
The DC –CAS test forms consisting of multiple choice and constructed response items in reading and math. There is one operational test form per grade and content area. Embedded into this form are two field test forms A and B. These two forms also have unique vertical scaling items in grades 4 – 8 and 10.
For Grade 3 Reading: 48 operational items (45 mc and 3 3-point CR) of which 19 mc and 1 CR are anchor items from the 2006 test; and two forms of EFT items each having 18 items (16 mc and 2 3-point CR). 

For Grades 4 – 8 and 10 Reading: 48 operational items (45 mc and 3 3-point CR) of which 19 mc and 1 CR are anchor items from the 2006 test; and two forms of EFT items each having 18 items (16 mc and 2 3-point CR). In addition, there are two forms of vertical scaling items from the grade below. Each form has 7 items across the content strands. 

For Grade 3 Math: 54 operational items (51 mc and 3 3-point CR) of which 25 mc are anchor items from the 2006 test; and two forms of EFT items each having 16 items (14 mc and 2 3-point CR). 

For Grades 4 – 8 and 10 Math: 54 operational items (51 mc and 3 3-point CR) of which 25 mc are anchor items from the 2006 test; and two forms of EFT items each having 16 items (14 mc and 2 3-point CR). In addition, there are two forms of vertical scaling items from the grade below. Each form has 6 items across the content strands. 

For the Vertical Scale items, items from the grade below are used. Six items from the grade below will be placed in Form 1 overage spots so that the passage is in the same relative position as much as possible. Six other items will be placed in Form 2. All reporting strands will be covered between the two forms.
Form Selection Requirements
· The entire pool of DC-CAS items including those field tested in 2006 were then used to select the 2007 test.

· Anchor items were selected for each test from the 2006 DC-CAS. These items represent the entire Test Characteristic Curve and match the DC-CAS blueprint within 10%.
· Using ItemWin, the anchor sets and entire new selection matched the Test Characteristic Curves of the 2006 DC-CAS Mathematics tests. 
· Using ItemWin, the Test Characteristic Curves for the entire selection are matched to the 2006 base form to maintain form equivalence. 
· The entire new selection also match the 2006 blueprint in terms of percent content coverage within 10%.

· The standard error curves for the anchor sets and entire new selections were also compared to the 2006 base form.

· Items flagged for poor fit and DIF were avoided as much as possible. 
Table 1 below shows the number of items, item types, and maximum points in the DC-CAS tests. 

Table 1 - Number and Types of Items in the DC-CAS Reading/Language Arts and Math Tests, Spring 2007

	Content
	Grades
	Section
	Total (Including Vertical Scale Items)
	Field Test 

(Each of 2 Forms)
	Anchors (Included in Operational Total)
	Operational Total
 (w/o Vertical Scale Items)

	
	
	
	# MC items
	# CR items
	# MC items
	# CR items
	# MC items
	# CR items
	# MC items
	# CR items
	Points

	Math
	3
	1
	15
	1
	4
	-
	5
	-
	11
	1
	14

	
	
	2
	17
	2
	3
	1
	8
	-
	14
	1
	17

	
	
	3
	15
	1
	3
	1
	5
	-
	12
	-
	12

	
	
	4
	18
	1
	4
	-
	7
	-
	14
	1
	17

	
	
	Total
	65
	5
	14
	2
	25
	-
	51
	3
	60

	Math
	4
	1
	17
	1
	4
	-
	4
	-
	11
	1
	14

	
	
	2
	18
	2
	3
	1
	7
	-
	14
	1
	17

	
	
	3
	17
	1
	3
	1
	7
	-
	12
	-
	12

	
	
	4
	19
	1
	4
	-
	7
	-
	14
	1
	17

	
	
	Total
	71
	5
	14
	2
	25
	-
	51
	3
	60

	Math
	5
	1
	17
	1
	4
	-
	4
	-
	11
	1
	14

	
	
	2
	18
	2
	3
	1
	8
	-
	14
	1
	17

	
	
	3
	17
	1
	3
	1
	7
	-
	12
	-
	12

	
	
	4
	19
	1
	4
	-
	6
	-
	14
	1
	17

	
	
	Total
	71
	5
	14
	2
	25
	-
	51
	3
	60

	Math
	6
	1
	17
	1
	4
	-
	6
	-
	11
	1
	14

	
	
	2
	18
	2
	3
	1
	4
	-
	14
	1
	17

	
	
	3
	17
	1
	3
	1
	6
	-
	12
	-
	12

	
	
	4
	19
	1
	4
	-
	9
	-
	14
	1
	17

	
	
	Total
	71
	5
	14
	2
	25
	-
	51
	3
	60

	Math
	7
	1
	17
	1
	3
	-
	4
	-
	12
	1
	14

	
	
	2
	18
	2
	3
	1
	9
	-
	14
	1
	17

	
	
	3
	17
	1
	4
	1
	4
	-
	12
	-
	12

	
	
	4
	19
	1
	4
	-
	8
	-
	14
	1
	17

	
	
	Total
	71
	5
	14
	2
	25
	-
	51
	3
	60

	Math
	8
	1
	17
	1
	3
	-
	5
	-
	12
	1
	14

	
	
	2
	18
	2
	3
	1
	4
	-
	14
	1
	17

	
	
	3
	17
	1
	4
	1
	6
	-
	12
	-
	12

	
	
	4
	19
	1
	4
	-
	10
	-
	14
	1
	17

	
	
	Total
	71
	5
	14
	2
	25
	-
	51
	3
	60

	Math
	10
	1
	17
	1
	3
	-
	5
	-
	12
	1
	14

	
	
	2
	18
	2
	3
	1
	8
	-
	14
	1
	17

	
	
	3
	17
	1
	4
	1
	4
	-
	12
	-
	12

	
	
	4
	19
	1
	4
	-
	8
	-
	14
	1
	17

	
	
	Total
	71
	5
	14
	2
	25
	-
	51
	3
	60

	RLA
	3
	1
	13
	1
	-
	-
	-
	-
	13
	1
	16

	
	
	2
	21
	2
	7
	1
	7
	1
	14
	1
	17

	
	
	3
	13
	1
	-
	-
	-
	-
	13
	1
	16

	
	
	4
	15
	1
	10
	1
	5
	-
	5
	-
	5

	
	
	Total
	62
	5
	17
	2
	17
	1
	45
	3
	54

	RLA
	4-8 & 10
	1
	13
	1
	-
	-
	-
	-
	13
	1
	16

	
	
	2
	21
	2
	7
	1
	7
	1
	14
	1
	17

	
	
	3
	18
	1
	-
	-
	-
	-
	13
	1
	16

	
	
	4
	15
	1
	10
	1
	5
	-
	5
	-
	5

	
	
	Total
	67
	5
	17
	2
	17
	1
	45
	3
	54


I recommend that a background/introduction be added explaining why a

growth model is needed for DC. Part of that presumably relates to high

number of schools with high percentages of students who are not close to

proficient and that need an opportunity to show success by raising the

achievement of their students.

3. Regarding Scott's comments on data system and when you will have the

data capability to do this, if current DCPS STARS system will be used

pending establishment of new system, is that used throughout system? In

particular, is it used by charter schools? The Chancellor has been

saying publicly that the current data are unreliable. How would we

respond if we are using current system to start? The introduction on

page 1, which in large measure discusses enrollment audits, doesn't

adequately address this issue.

4. On page 2, first full paragraph discusses the percentage of schools

that would fail AYP under the growth model. Wouldn't USED want to know

the converse; namely, the estimate of number of schools that will make

AYP under growth that otherwise would not make it?

5. As I read chart on page 2, the growth model really doesn't apply to

students who start in grade 8, since they must be proficient in grade

10. Would it be less confusing to say that and leave them off the chart?

6. Use of the term "pretest" on page 4 may be confusing. Isn't the base

year test really the applicable base for measuring growth, not the test

from the year before? Also, the term pretest is used very differently in

the assessment field. Is there a better term?

7. Reponses to questions on pages 6-7 are needed.

8. The discussion of vertical scaling is very technical (which is fine).

But some of it in second paragraph could be read to suggest that a

student can be deemed to be making a growth trajectory even if he/she

does not make more than a year's growth for one year of school. Is that

right? If it's not right, we should clarify.

9. I marked minor corrections/suggestions on the attached copy.

Deborah, 

This email is in response to your request for feedback on the draft Growth Model Proposal.  I appreciate the opportunity to provide feedback! I am providing collective feedback from Robert Triscari (Achieve’s new assessment person, who has been the assessment director in VA for the past 8 years and has served as a US DoE peer reviewer), Charlie Depascale (from the Center for Assessment, who has advised numerous states and Achieve on assessment related issues) and myself. (FYI: You should know that both Robert and Charlie gave me their feedback as a personal favor, which I greatly appreciate.) 

While none of us is an expert in growth models, I hope the following feedback is helpful. If you have any questions, I can direct you to the right one of the three of us to provide you more information (most likely to be one of them!).

In general, the proposal is straightforward and clear. Charlie Depascale reminded me of Bill Erpenbach’s advice to states when developing proposals for peer review: "Try to clearly present your story and avoid statements that will raise questions and/or red flags with the reviewers." It is with that advice in mind that I/we offer these comments.

You will see that there are some comments in the body of the document that identify suggestions or places where one of us was confused. In addition, we have the following overall comments (they are each in the first person as I am quoting either Charlie or Robert or myself--or trying to pull together our collective observations): 

1. School v. District:  Several times throughout the proposal there are direct statements or implications that the growth model will only apply to the years that a student is within the same school (e.g., the baseline is established the first year a student enters a school).  Most approved programs have been limited to calculating a baseline based on a student’s enrollment within a district, not a school.  That is, if a student changes schools within DC, it would not be acceptable to begin a new growth trajectory for that student.  There have been some recent attempts to reset growth trajectories when a student moves from elementary school to middle school, but I do not believe that these have been approved.  

Vertical Scaling:  All three of us had concerns about the section on vertical scaling.  The US DoE seems to like vertical scales and DC seems to have one -- this seems like the main point to get across. Some of the other information just seems to cloud the issue. First, the section is titled ‘vertical scaling’ but then immediately begins to use the term ‘common scaling’ instead.  Second, the distinction between vertical scales and common scales that is made in this paragraph is not a common distinction, and it does not seem to add anything to the strength of the proposal (and, in fact, could detract from the proposal by causing unnecessary confusion among reviewers).  Third, the section on vertical scaling states that the vertical scale is still under development (i.e., CTB/McGraw-Hill plans on using and IRT approach to establishing a common scale for the DC-CAS).  Earlier in the proposal, in response to question 2.1, the text implies that the vertical scale is already established and proficiency cut scores are identified for all grades and subject. This is confusing. Fourth, it is hard to say how much technical detail is necessary or helpful regarding the development of the vertical scale.  We assume that CTB provided most of the text on vertical scaling included in the draft proposal.  You may want to edit it to ensure that it includes ONLY necessary information--and nothing extra that will raise unnecessary question.

4. Concurrent Calibration: it may be better to do just adjacent grades rather than trying to calibrate all grades concurrently. I doubt peer reviewers would bring this up, but it does seem like putting all grades on the same scale may not be a good idea. 

5. Minimum group size: In 4.1, I don’t believe minimum group size (N) is relevant since you are looking at each individual’s own growth over time. 

Lastly, the nature of the US DoE questions leads to a great deal of redundancy in proposals which cannot be helped. However, in this proposal there seem to be a few cases where the answer to one question is actually provided under another question.  For example, there is a statement related to the inclusion of mobile students in response to Question 3.1 regarding separate math and reading scores. A careful read to eliminate places where this happens will be helpful.


I hope these comments are helpful to you. If you have questions, I will try my best to answer them or put you in direct contact with Robert or Charlie. I would be happy to review a later draft if you would like. 


Laura

Laura McGiffert Slover
2844 Arizona Avenue, NW
Washington, DC 20016
202-277-6787 (cell)
[image: image9]
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